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ABSTRACT 
 
This paper presents a review of potential 
architectures and tools for the production of 
Virtual Environments with Integrated Intelligent 
Characters. Initial research was carried out into the 
production of a real-time system for the creation of 
graphically realistic scenes for crime scene 
reconstruction in Davies et al (2004). The system 
was capable of rendering scenes produced via a 
graphical interface, and characters with pre-
generated animation sequences could be placed 
and oriented in the scenes to act out crime events. 
It is proposed that these characters would be more 
beneficial if they were endowed with intelligent 
qualities so they could act in an autonomous 
manner when presented with a scenario. It is 
anticipated that this would produce a diverse set of 
actions and resulting scene disturbance which 
would be of benefit to forensic crime investigation 
students, who could theories about the events 
performed in the scene, and evaluate their 
responses against the actual events.  
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INTRODUCTION 

 
This paper builds on the work outlined in Davies 
et al (2004) which describes a graphical 
application for the efficient and cost effective 
creation of quasi-accurate three dimensional 
environments, which can be viewed from any 
position or angle in real time (Fig 1). A set of 
realistic objects including wall, floor and ceiling 
panels, and a set of common household objects 
including chairs and desks etc, and animated 
characters based on skinned mesh architectures 
were developed which can be placed and oriented 

within the scene. Crime scenes can then be 
constructed from forensic information, and 
animated characters can populate the 
environments to recreate the crimes. It was 
anticipated that the simulations could be used by 
crime investigators to test and eliminate 
hypotheses, training purposes, and also be used in 
court reconstructions. The system produced some 
very promising results, although some limitations 
were identified including the implementation of 
animated characters where behaviour was 
restricted to a small set of pre-created animation 
sequence. No attempt was made to implement any 
level of intelligence; however, initial ideas were 
outlined for potential future development 
including the use of Belief Desire Intention 
architectures (BDI) (Bratman 1987) architectures 
for character intelligence. This paper outlines 
these ideas in more depth, and addresses the issue 
of character intelligence in order to develop a 
system that can simulate human-like behaviour in 
animated characters. Rather than an extended set 
of animation sequences, agents will be given the 
ability to assess and react to a set of high level 
tasks, and be able to relate to other agents and 
humans by creating, regulating and expressing 
emotions, while conforming to social norms and 
constrains. This will create a more versatile system 
which will be applicable to a broader set of 
applications in addition to crimes scene 
reconstruction, including entertainment e.g. 
computer games, scenario training and education. 
 

  
Figure 1:  Crime Scene Creator 
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AGENT THEORY 
 
To facilitate the appearance of intelligence in a 
virtual environment an intelligent character (agent) 
is required exhibit a set of human like 
characteristics. This includes the capability to 
reason about the environment in which it is 
situated, combined with the ability to formulate 
and execute plans based on this knowledge to 
achieve a specified goal from a specified initial 
state, given definitions of the available actions. In 
the crime scene generator a typical scenario may 
as follows: 
 
An agent leaves its house with the intention of 
stealing something valuable to sell at some point 
in the future. It evaluates its current location and 
reasons that a nearby neighbourhood has a good 
potential of having a suitable property to burgle as 
it is a wealthy area, and sets out in the appropriate 
direction. On arriving at the neighbourhood the 
agent begins to look for a specific property which 
satisfies some criteria e.g. not overlooked, appears 
empty, no alarm system etc. and will note several 
potential targets. When it has accumulated a list it 
will evaluate each property and conclude the most 
suitable target and plan a route to the house. 
However, on arrival it notes that a car is now in 
the driveway which was not there before and 
reasons that the house may now be occupied. With 
this new information it will reformulate its plans 
for the second most suitable target.  
 
The above scenario suggests some of the primary 
capabilities required by an agent for this type of 
application. First: the ability to generate plans and 
the use of partial plans. The agent has an initial 
location i.e. home, and a specified goal i.e. raise 
money. Using these two factors it will generate a 
plan to make money, that is, steal something. Once 
this plan is conceived the agent will commit to it 
and will rule out other contradictory factors e.g. a 
friend may call asking the agent out for a drink 
which the agent will decline in favour of executing 
its plan. However, commitment may not be fixed. 
If a friend calls with new information such as a 
heavy police presence on that day the agent may 
drop the commitment to steal, and adopt a new 
commitment to go for a drink instead. The agent 
needs to reflect on the strength of its commitment 
to reason which is more appropriate in differing 
circumstances. The agent will also need to monitor 

is environment. In the scenario above the agent 
commits to the task of robbing the most 
appropriate building, but takes note of the 
presence of a new car in the target property. If the 
agent did not monitor this change in the 
environment it could find itself in a negative 
situation e.g. a confrontation or even jail. 
However, the changes occurring in the 
environment must be filtered to outline the most 
relevant changes. There may be many changes 
happening in the environment that will have no 
impact on the current goal, e.g. a traffic warden is 
giving out parking tickets. It would be inefficient 
to factor in this information as it will have no 
effect on the overall plan and goal. 
 
New alternative opportunities may appear that 
may need analysing. For instance, on the way to 
the burglary the agent may come across an 
unlocked car with an expensive stereo. The agent 
needs to realise that the initial goal of gaining 
money can be achieved much more simply by 
stealing the stereo, and could result in all house 
robbing plans to be dropped. Because the 
environment is dynamic, the agent will have to 
commit to, and begin executing, partial plans that 
do not contain all the information required. As the 
agent progresses through the plan, specific 
information can be elaborated upon. In the 
example, the agent will defer its decision about 
which house to burgle until it has gained enough 
information about the status of each property. This 
will not prevent the agent having an overall goal, 
or beginning the plan execution to reach the 
desired neighbourhood. The final area of interest 
for the crime scene application is the issue of 
multi-agent coordination and collaboration. For 
example, and agent may come across a house 
owner, guard dog, policeman etc. when burgling 
the house. This will have an impact on the 
characters behaviour. One agent’s actions will 
have a direct impact on the other agent. If a guard 
dog attacks, they will start running, if they are 
confronted by the house owner, they may become 
violent etc.   
 
ARCHITECTURES IMPLEMENTATION 
 
The above outlines the theoretical requirements an 
agent should be endowed with in order to act 
intelligently. However, to achieve these 
behavioural characteristics on a computational 
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system would require a mass of power which is 
unfeasible based on the processing power of a 
typical high spec computer available today. The 
theory needs to be formalised into a coherent 
architecture under which an agent can be designed, 
with consideration made for optimising the 
architectures for a resource bound system. 
Traditionally, researchers have used the BDI, 
where behaviours are triggered by conceptually 
modelled intentions rather than scripted behaviour 
or complete animation sets (Fig 2.). The principle 
of this type of architecture is based on studies into 
human cogitative reasoning. In his publication 
Bratman proposed that human behaviour can be 
decomposed into three distinct modules. An agent 
will have a set of Beliefs considered to be its 
World View, it will also have a set of Desires it 
wishes to fulfil. By relating one to the other it will 
be able to formulate a sequence of Intentions of 
partial plans which it commits itself to performing 
in order to achieve some goal in a particular 
environment. Goals which are unachievable or 
conflict with current commitments are stripped out 
unless they can be recognised as potentially 
important to the task. To demonstrate the theories 
Bratman developed Intelligent Resource-bound 
Machine Architecture (IRMA) which utilised a 
means end planner and an opportunity analyser to 
identify new choices available and filters these 
choices to decide whether they are significant 
enough to be deliberated upon. Unfortunately, 
IRMA was only tested in abstract environments, 
which were artificially constrained test 
complexity. Its feasibility for real world complex, 
dynamic environments remains unproved. 
 
The problems identified with this form of BDI are 
that the agent has to be omniscient; i.e. know all 
the relevant facts about its environment. This is 
unfeasible in real-world applications where factors 
may remain unknown. The actions the agent can 
performed have definite outcomes which again 
may not be the case in complex dynamic 
environment where there are many factors other 
than the agent. There is no notion of partial 
success. The goals are categorically either 
achieved or not. In real world scenarios there is a 
level of granularity to the definition of success. 
Finally, the actions performed are instantaneous 
state transformations. They have no temporal 
extent or fixed times of occurrence. 
 

Beliefs Desires Intentions

Reasoning/Interfencing/learning

Input

Output  
 

Figure 2:  Simple BDI Architecture 
 
 
The problems identified with this form of BDI are 
that the agent has to be omniscient; i.e. know all 
the relevant facts about its environment. This is 
unfeasible in real-world applications where factors 
may remain unknown. The actions the agent can 
performed have definite outcomes which again 
may not be the case in complex dynamic 
environment where there are many factors other 
than the agent. There is no notion of partial 
success. The goals are categorically either 
achieved or not. In real world scenarios there is a 
level of granularity to the definition of success. 
Finally, the actions performed are instantaneous 
state transformations. They have no temporal 
extent or fixed times of occurrence. 
 
Rao and Georgeff (1995) expanded on BDI 
especially in the area of intentions which they base 
on a ‘possible world’ formalism to address some 
of these problems, and to base the architecture 
within a strong mathematical framework. They use 
a time tree to map an agent through a temporal 
simulation, with a single path leading up to node 
representing the current situation, and a branching 
future representing potential actions an agent can 
perform at a particular point in time. However, the 
resulting actions (events) are not guaranteed to 
have a successful outcome. The agent makes the 
choice, but the environment determines the result 
via events which transform one situation into 
another. Non-primitive events map to non-adjacent 
situations to create partial plans which can be 
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decomposed into primitive events to model 
hierarchical plan development. It is possible that 
an agent may attempt to execute an event, but fail 
to do so due to it being either impossible or due to 
some other event changing the environment in 
such a way as to make the goal invalid. This needs 
to be noted on the tree so it will be possible for an 
agent to attempt to execute events which may be 
unsuccessful. Rao and Georgeff base their system 
on logic similar to Computational Tree Logic, 
CTL (Emerson and Srinivasan, 1989), with state 
formulas, which are evaluated at a particular point 
in time, and path formulas which operate over a 
complete plan. These are treated distinctly. In a 
path through a time tree, an outcome can either be 
inevitable e.g. the result of the action will produce 
the same result regardless of the options taken, or 
optional e.g. there may be several different 
outcomes dependant on the course of action taken.  
 
In the formalisation beliefs are modelled as a set 
of accessible worlds which the agent believes are 
possible to reach. This distinguishes between 
reachable desires, and desires that are 
unachievable by associating a narrow selection of 
applicable choices at a particular point in time. 
Intentions and are similarly modelled as accessible 
worlds which can be reachable by some course of 
action. This also prevents an agent committing to a 
goal which it unable to reach. However, it is not 
necessary for each state to have a corresponding 
intention. For example, a course of action may 
result in an unwanted negative side effect, 
however, the agent can still commit to that course 
of action without having to also adopt the side 
effect as an intention. D’Inverno (1998) tells us 
that Georgeff went on to develop the agent 
architecture Procedural Reasoning System (PRS) 
based on his version of BDI logic (Fig. 3), which 
in turn formed the foundation for distributed 
Multi-Agent Reasoning System (dMARS) that has 
to date proved to be the most successful agents 
application for real world applications, for 
example, problem solving on NASA’s Space 
Shuttle (Wired News 1997). In dMARS, BDI is 
modelled as a set operations performed on plans, 
and works on a cycle that first observes the world 
and the agents’ internal state for changes. Using 
this information it will update an event queue. 
New possible desires are generated by finding 
plans whose trigger event matches an event in the 
event queue, and a plan is selected from a set for 

execution. This plan is pushed on to an intention 
stack dependant on whether it is a sub-goal or new 
task. The next step of the plan in the intention 
stack is then either executed, or, if the next step is 
a sub goal, the sub goal is expanded and placed in 
the event queue.  
  

Beliefs Plan Library

Goals Intentions

InterpreterSensor
Input

Action
Output

 
 

Figure 3:  PRS BDI 
 
 
HYBRID AGENTS 
 
The BDI architecture has been demonstrated to be 
a feasible architecture for the development of 
intelligent agents as proved by its adoption and 
application. However, Roa and Georgeff (1995) 
claim that this type of architecture may already be 
dated and claim that the architecture is flawed for 
systems that learn and adjust their behaviour, and 
need to respond quickly to events in an 
environment. They state that better architectures 
such as InteRRAP (Müller and Pischel 1993) 
which is a layered BDI architecture that contains 
three hierarchical layers and a control mechanism 
would be better for real world applications where 
reaction times are paramount. In BDI systems, 
reactions are bounded by the reasoning and acting 
taking place in one execution cycle, which does 
not implicitly support functionality to deal with 
emergency situations. As an alternative they 
proposed a layered architecture incorporating the 
strong foundation of BDI logics for reasoning 
capabilities, and reactive layers to deal with 
specific situations such as obstacle avoidance. 
Reactions are triggered when a situation is 
recognised form the world model and acted on as a 
priority, however, longer term deliberation is 
carried out at a higher level based on the agents’ 
beliefs and goals. There is a final layer which 
introduces the concept of Multi Agent Systems 
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(MAS) where cooperation with other agents is 
achieved by the formulation of joint plans. As 
hybrid agent similar to InteRRAP has been 
implemented successfully by Yang and Chen 
(2003) for competing in a competition called 
RoboCup which has the ultimate aim of producing 
a team of intelligent robots capable of beating the 
World Football Champions by 2050. Actions such 
as kicking and dribbling are dealt with by a 
reactive layer, and individual and group tactics are 
implemented at higher levels. 
 
Schmidt (2000) also outlines an alternative system 
to BDI for the modelling of human behaviour. He 
argues that behaviour restricted to simply belief, 
desires and intention is not appropriate to complex 
social environments. Schmidt claims human 
behaviour can be split into Physical Conditions, 
Emotional States, Cognitive Capabilities and 
Social Status which are stored as a set of variables 
in his PECS system. These are used to generate 
two types of behaviour, Reactive, where behaviour 
follows fixed rules e.g. instinctive behaviour 
where agents become hungry and therefore seek 
food, and Deliberative behaviour where agents 
reflect on given tasks e.g. how to find food. The 
system has been applied to a number of sample 
applications where agents have the ability to 
explore an environment to build up a cognitive 
view. Once this model has been built, the agent 
can navigate around it. It also incorporates the 
ability to learn, and forget, and make decisions 
based on an emotional state. The system is based 
on a framework to include reinforcement learning 
where an agent can adapt its behaviour based on 
previous successes or failures.  
 
AI IMPLEMENTATION AND TOOLS 
 
While the above outlines potential architectures 
which act as a good reference point for the 
conceptual and formal modelling of intelligent 
agents, the implementation can be less 
straightforward, and may take a considerable 
effort to create. As an alternative, the inclusion of 
third party tools which exhibit the fundamentals of 
BDI may be a solution to rapid development of 
intelligence within the crime scene generator. 
Examples of this type of application are; SOAR 
(2004), which is a common development platform 
used for the developed for multiple platforms 
including JAVA. JACK (2004); a commercially 

available development environment which 
purports to be a fully agent-oriented. JADE 
(2004), which according to Braubach et al (2003) 
is a widely adopted multi-agent development 
platform working on top of the JAVA 
programming language which has an available 
add-on called Jadex which attempts to implement 
a BDI Infrastructure, and Sim_Agent (2004) 
which is capable of modelling individual and multi 
agent behaviour on multiple platforms.  
 
While the use of third party tools is a viable 
solution to agent modelling, other problems may 
arise from their usage. The crime scene generator 
needs to be as graphically accurate as possible, 
which was accomplished in the original version 
via a graphics engine written in C++ utilising 
Microsoft’s multimedia library DirectX 8.1. 
Methods will need to be investigated to examine 
how third party tools could be incorporated within 
this development environment, or whether 
alternatives can be found e.g. OpenGL or Java3D, 
and also to evaluate the various pros and cons of 
each system. 
 
OTHER CONSIDERATIONS 
 
The architectures identified so far have been used 
to model an environment, specify a list of actions 
that can be performed in that environment, 
deliberate about which actions to perform, and 
view the results those actions. However, there is a 
lot more to producing an agent that appears 
intelligent and acts in human like manner. For 
example, Burke and Blumberg (2001) are looking 
at reinforcement learning so entities can be taught 
what the right way to act is, and what is wrong, 
with the use of a feed back mechanism using 
praise and punishment techniques. Prendinger et 
a.l (2002) has developed systems for emotion 
modelling enforced by social constrains for 
language training. Takács and Kiss (2003) are 
focusing their research on producing highly 
accurate graphical entities that are capable of 
expressing a wide array of emotions based on the 
temporal transformation of facial displays between 
states to create smooth transitions. According to 
Schmidt (2000) modelling human behaviour is 
highly complex; there are many complementary 
elements that make up individuals. People have 
desires which are fulfilled by physically and 
verbally interacting with the world around them. 

in4243
252



We have personalities, emotions and moods which 
are communicated via non-verbal means such as 
gestures and facial displays, and have evolved to 
live in social groups with an accompanying 
hierarchy of social status. All of these factors are 
governed by a set of social norms and rules which 
are used when interacting with other people for the 
benefit of the individual as well as survival of the 
species.  
 
EMOTIONS 
 
A feature that will be incorporated into the 
application will be the use of emotion to generate 
behaviour, and be used as a means for students to 
gain an understanding of the motivation of 
different personality types. Researchers are 
focussing on simulating these states, and develop 
of solid internal representations of emotion. 
According to Allbeck and Badler (2001) emotion 
can be modelled using the following criteria based 
using standard psychological models. An agent 
will have an overriding personality that will 
remain stable in a similar way to humans. Some 
people have a tendency to have a brighter outlook 
on life, and are slow to anger, while others of a 
more pessimistic attitude will be more likely to get 
depressed. It can be referred to as the characters 
temperament and can be split into five major 
areas: Openness: The ability to take on and accept 
new ideas, Conscientiousness: How dependable 
and organised a person is, Extraversion: Refers to 
sociability and friendliness, or reserved and 
shyness, Agreeableness: Whether a person is good 
natured and sympathetic, or rude and critical, 
Neuroticism: How nervous or secure a person 
feels. 
 
Prendinger et al. (2002) uses these basic 
personality types in conjunction with a temporary 
mood state which influences the external 
expression of the emotional state. People can feel 
different emotions about many different things 
simultaneously. For example, they could be happy 
at someone who has given them a gift, whilst also 
being angry at someone for forgetting their 
birthday. In this system the internal emotional 
state of synthetic entities is modelled, which it is 
hoped will make the characters appear more 
believable in the context of language training. 
They describe two tools they developed. 
‘SCREAM’ (SCRipting Emotion-based Agent 

Minds) which contains an emotional model, 
emotion generation, emotion regulation, and 
emotion expression and is used to give a character 
goals and attitudes. The second tool MPML 
(Multimodal Presentation Markup Language) is 
an XML style markup language that allows 
characters movements to be scripted using a set of 
tags. Combining the two systems allows content 
authors to design the internal emotions of artificial 
characters, and combine them with the actions to 
embody the emotional response. 
 
The agent mind generates and manages the 
emotional state via a maintenance module 
consisting of three sub-modules. The appraisal 
module reasons the emotional significance in set 
situations. Is angry at, is happy for etc and applies 
them to goals – would like to be happy, would like 
to cause discomfort. However, more than one 
emotion is triggered when interacting with 
multiple characters so the emotion resolution 
module makes sense of the many different 
emotional states a character is in and defines a 
dominate emotion e.g. the one with the highest 
intensity value. The agent can be happy for and 
angry at in different intensities. The emotions are 
logarithmically combined to produce a winning 
emotion. Finally, the emotion maintenance module 
handles the decaying process of different emotions 
with high intensity emotions dissipating more 
quickly than milder ones.  
 
While the modelling of these emotions should 
produce characters that appear to have more 
human like properties, it is also important, as Giles 
et al (2003) explain, to express the emotional state. 
Failure to do so can make complicated processes 
seem like a sequence of arbitrary actions which 
fails to produce a sense of empathy from the 
viewer. Prendinger et al acknowledge this to be a 
drawback in their system as they use a limited 
package called Microsoft Agent as the graphical 
front end which cannot express none-verbal cues. 
It can be argued that Takács and Kiss have made 
the greatest advancement in emotion expression 
with their Temporal Disc Controller which takes 
facial expressions generated from the dominant 
emotions (neutral, happy, sad, fearful, disgust, 
anger) and places them in a disc. To get from one 
emotion to another, several intermediary facial 
expressions are passed through providing a 
smother transition from one state to another. The 
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faces are made from high definition models and 
produce some very life-like results. However, the 
system does not rely on a ridged internal 
representation of emotions. Instead it is reactive. If 
a users emotional state is ‘Happy’ the system will 
change its facial expression to ‘Happy’ to reflect 
back emotion and appear sympathetic. Gilles et al 
propose a more accurate representation of emotion 
by using a similar modelling technique to 
Prendinger’s, but link it to an emotion expression 
system like Takács and Kiss. However, 
implementation is not complete. So far they have 
focussed on gaze production where the characters 
mover their eyes to look at areas of activity within 
the environment. In addition to facial animation, 
body language also plays an important function in 
portraying emotional states. According to Fromkin 
(1993) when humans communicate large amount 
of information is transmitted via none-verbal 
means such as gestures and facial displays. While 
a human can instinctively understand this none 
verbal information, it is a difficult problem to 
convert it into a meaningful algorithm in a 
computer program. This forms the basis for much 
ongoing research and will be further investigate in 
the future. 
 
PATH PLANNING 
 
An area that could be potentially incorporated into 
a reactive layer of hybrid agent architectures could 
be the ability to navigate an environment based on 
an agents’ belief of the environment in which it is 
situated. One way to achieve this could be through 
the use of common path planning algorithms used 
in today’s computer games. In these applications 
the environment needs to be split into a discreet 
set of regular sized cells in a grid formation, or 
way points. Using this conceptual space, path 
planning can be conducted via such algorithms as 
A*. Kuffner (1999) details methods regarding path 
planning for the natural and realistic movement of 
3D animated characters in interactive applications. 
The research stems from research into motion 
planning, control, and sensing for autonomous 
mobile robots. The first technique combines a 2D 
path planner based on A*, a path-following 
controller, and cyclic motion capture data to 
generate the underlying animation. The second 
technique automatically generates collision-free 
human arm motions to complete high-level object 
grasping and manipulation via a Kinematic 

approach. This uses a given target position and 
orientation in a workspace, and a goal 
configuration for the arm to feed an inverse 
kinematics algorithm that attempts to select a 
collision-free, natural posture. If successful, a 
randomized path planner is invoked to search the 
configuration space (C-space) of the arm, 
modelled as a kinematic chain with seven degrees 
of freedom (DOF). Another potential navigation 
method has been proposed by Suliman et al (2001) 
who use Spatial Cognitive Maps to generate a 
view of an environment from an agent’s point of 
view based on exploration data. To make the 
models held manageable in size, a memory 
degradation technique is used. An area recently 
visited will be recorded in memory in high detail – 
i.e. it will remember a chair is located in a certain 
room in a certain part of the house. If a user 
requests the agent to fetch the chair, the character 
will know exactly where it is and go directly there. 
As time progresses and other areas are explored, 
the memory space will be over-written with new 
information and the characters knowledge of 
where a chair is located will gradually deteriorate. 
After a certain amount of time the character may 
know a chair is located in a certain area of a house, 
but not exactly which room it is in, and so a degree 
of exploitation will be required. This type of 
system may be more applicable to computer game 
systems for the production of human like 
behaviour, although the technique may be 
applicable in this case due to the optimisation of 
machine resources. 
 
OBJECT INTERACTION 
 
Once a character has reached its desired location 
and object, methods are required to interact with 
it. It could be possible to model all interactions as 
a set of intentions in a BDI architecture, however, 
it is possible to abstract these actions using the 
Smart Object approach. This technique allows 
objects to encapsulate information about 
themselves such as what task can be performed 
with them, and how they are to be interacted with. 
Using these objects, characters will be able to 
sense what is available in the environment, and 
form plans to achieve goal at a comparatively high 
level, negating the need for a scenario to be over 
programmed. Goncalves (2001) outline an 
integrated framework approach in which local 
perception and close manipulation skills are used 
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in conjunction with a high-level behavioural 
interface based on the smart object approach as 
support for a virtual agent to perform autonomous 
tasks. In their model sub-tasks are defined by 
scripts that the agent can perform. Information 
provided by low-level sensing mechanisms is used 
to construct a set of local perceptual features at 
run-time to target potential objects. Once objects 
are activated, based on their interactivity 
information and on the current task script, the 
agent can change its behaviour according to its 
mission goal defined in a global plan script. This 
allows the abstraction of the mechanism to link 
individual perceptions to actions. As a practical 
result virtual agents are capable of acting with 
more autonomy, enhancing their performance. 
 
Each object contains information such as 
geometry, interactions that can be performed, 
parts, movements, grasp points, functionality etc. 
Interaction is defined by simple scripts which 
create interaction plans for each possible agent-
object interaction. Primitive actions required by 
both the object and the agent are defined in a 
synchronized way. Agents are given high level 
tasks and can perceive the environment around 
them, and can then decide if the objects are useful 
to achieve these tasks. Agents do not hold a world 
view. Object information is gathered when agent 
approaches an object. Information is abstracted so 
there is a lower computational cost which combats 
the problems that arise when trying to coordinate 
high level goals with low-level actions. 
 
CONCLUSIONS AND FUTURE WORK 
 
We have now identified the basic tools and 
architectures that are required to produce a system 
for the production of life-like behaviour. These 
need to be further evaluated so a decision can be 
reached as to the most appropriate for the crime 
scene reconstruction application. Work will then 
be initiated for the implementation of the proposed 
architecture. Work has already been completed on 
the implemented of a path planning algorithm to 
allow the discovery of optimal paths in known 
environments. The next stage will be to implement 
a method for an agent to build knowledge of 
unseen environments by exploration to create a 
cognitive map. We will then integrate these tools 
into a framework to allow for deliberative and 
reactive behaviour to be incorporated using 

emotion, reinforcement learning and memory 
degradation. Future work will include the 
investigation of the possibility of incorporating 
Natural Language Understanding techniques to 
allow for human computer interaction to build up 
crime events based on description. 
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